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Schrödinger’s Robot:  
Privacy in Uncertain States

Ian Kerr*

Can robots or AIs operating independently of human intervention or 
oversight diminish our privacy? There are two equal and opposite 
reactions to this issue. On the robot side, machines are starting to 
outperform human experts in an increasing array of narrow tasks, 
including driving, surgery, and medical diagnostics. This is fueling 
a growing optimism that robots and AIs will exceed humans more 
generally and spectacularly; some think, to the point where we will 
have to consider their moral and legal status. On the privacy side, one 
sees the very opposite: robots and AIs are, in a legal sense, nothing. 
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The received view is that since robots and AIs are neither sentient 
nor capable of human-level cognition, they are of no consequence 
to privacy law. This article argues that robots and AIs operating 
independently of human intervention can and, in some cases, already 
do diminish our privacy. Epistemic privacy offers a useful analytic 
framework for understanding the kind of cognizance that gives rise 
to diminished privacy. Because machines can actuate on the basis 
of the beliefs they form in ways that affect people’s life chances and 
opportunities, I argue that they demonstrate the kind of cognizance 
that definitively implicates privacy. Consequently, I conclude that 
legal theory and doctrine will have to expand their understanding 
of privacy relationships to include robots and AIs that meet these 
epistemic conditions. An increasing number of machines possess 
epistemic qualities that force us to rethink our understanding of 
privacy relationships with robots and AIs.

Prolegomena

One can even set up quite ridiculous cases. A robot is penned up in a steel 
chamber, programmed with a machine learning algorithm (giving it the potential 
to cognize personal data). Deep in a series of nested commands there is also a 
logic bomb, so designed that perhaps in the course of the hour any cognizing 
detected by the robot would satisfy the if/then Boolean for the logic bomb’s 
activation, but also, with equal probability, perhaps not; if the robot cognizes 
personal data, the logic bomb detonates and, through a series of commands, 
deactivates the robot. If one has left this entire system to itself for an hour, 
one would say that the robot still functions if meanwhile no personal data 
have been cognized. The psi-function of the entire system would express this 
by having in it the living and dead robot (pardon the expression) mixed or 
smeared out in equal parts.1

1 This passage is inspired by the famous thought experiment known as “Schrödinger’s 
Cat.” Erwin Schrödinger, The Present Situation in Quantum Mechanics: A 
Translation of Schrödinger’s “Cat Paradox Paper,” 124 Proceedings am. Phil. 
soc’y. 323 (1935) (John D. Trimmer trans., 1980). Its use and the title of this 
paper were inspired by an extremely interesting conversation with the brilliant 
Ashkan Soltani at WeRobot 2016, Ashkan Soltani, Discussant at We Robot 2016 
Conference: Legal & Policy Issues Relating to Privacy, the University of Miami 
Newman Alumni Center (Apr. 1 2016). 
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IntroductIon

This Article responds to two equal and opposite reactions tugging at the 
intersection of robots and privacy. 

On the robot side, too many technologists, government decision-makers, 
and captains of industry have become preoccupied with what they see as an 
inevitable shift from today’s artificial narrow intelligence (ANI) to tomorrow’s 
artificial general intelligence (AGI).2 The fact that machines are starting to 
outperform human experts in an increasing array of narrow tasks3 fuels a 
growing optimism that AIs will exceed humans more generally and spectacularly. 
Seduced by the rapture of singularity4 and superintelligence,5 many credible6 

2 AI is often divided into these two categories: Artificial Narrow Intelligence 
(ANI), in which systems can learn specific, defined tasks, and Artificial General 
Intelligence (AGI), in which systems would possess human-like intelligence, 
thereby becoming capable of completing general, undefined tasks. While current 
ANI research has made great strides in the former, AGI remains the stuff of 
science fiction. For more on this distinction, see Ryan Calo, Artificial Intelligence 
Policy: A Primer and Roadmap, 51 u.c. davis l. rev. 399 (2017).

3 Perhaps ANI’s greatest advantage is its ability to perform repeatable tasks with 
precision and consistency. For example, the Soft Tissue Autonomous Robot 
(STAR) can perform surgery: stitching soft tissue together with a needle and 
thread more adeptly than the best doctor. See Will Knight, Nimble-Fingered Robot 
Outperforms the Best Human Surgeons, miT Tech. rev. (May 4, 2016), https://
www.technologyreview.com/s/601378/nimble-fingered-robot-outperforms-the-
best-human-surgeons/. Relatedly, ANI is also making great strides in medical 
diagnostics, see A. Michael Froomkin, Ian R. Kerr & Joelle Pineau, When 
AIs Outperform Doctors: The Dangers of a Tort-Induced Over-Reliance on 
Machine Learning and What (Not) to Do About It (Univ. Miami Legal Studies, 
Working Paper No. 18-3, 2018), https://papers.ssrn.com/sol3/papers.cfm?abstract_
id=3114347.

4 ray Kurzweil, The singulariTy is near: when humans Transcend Biology 
(2005). 

5 nicK BosTrom, suPerinTelligence: PaThs, dangers, sTraTegies (2014). 
6 Credible experts known to espouse this view include Stewart Russell and Sam 

Harris. See, e.g., Natalie Wolchover, This Artificial Intelligence Pioneer has a 
Few Concerns, wired (May 23, 2015), https://www.wired.com/2015/05/artificial-
intelligence-pioneer-concerns/ (interviewing Stewart Russell on developing AI 
that is provably aligned with human values). See also Sam Harris, Can We Avoid 
A Digital Apocalypse?: A Response to the 2015 Edge Question, sam harris 
(Jan. 16, 2015), https://samharris.org/can-we-avoid-a-digital-apocalypse/.

https://www.technologyreview.com/s/601378/nimble-fingered-robot-outperforms-the-best-human-surgeons/
https://www.technologyreview.com/s/601378/nimble-fingered-robot-outperforms-the-best-human-surgeons/
https://www.technologyreview.com/s/601378/nimble-fingered-robot-outperforms-the-best-human-surgeons/
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=3114347
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=3114347
https://www.wired.com/2015/05/artificial-intelligence-pioneer-concerns/
https://www.wired.com/2015/05/artificial-intelligence-pioneer-concerns/
file:///C:\Users\katieszi\Downloads\Sam Harris


126 Theoretical Inquiries in Law [Vol. 20.1:123

(and incredible7) experts and governmental bodies8 are pressing us to look 
beyond the social implications of today’s AIs and robots. Instead of the focus 
being squarely on how human rights like equality and privacy are affected 
by rapid technological advance, undue attention is being paid to fantastical 
ideas. These include an all-out robot apocalypse and — less traumatic but still 
highly problematic — granting legal status to robots. Many policymakers seem 
fascinated by the idea of robot rights, or other protections and entitlements to 
incentivize and facilitate an increasing population of robots and AIs.9 

On the privacy side, one sees the opposite: on their own, robots and AIs 
are nothing. According to the received view, there can be no loss of privacy 
without human sentience or cognition. Since robots and AIs are neither 
sentient nor capable of human-level cognition, they are seen to be of no 
consequence to privacy law. Robots and AIs can collect, use, disclose, make 

7 Incredible experts (i.e., famous experts in other fields) known to espouse this 
view include Stephen Hawking, Elon Musk, and Bill Gates. See, e.g., Quincy 
Larson, A Warning from Bill Gates, Elon Musk, and Stephen Hawking, medium 
(Feb. 18, 2017), https://medium.freecodecamp.org/bill-gates-and-elon-musk-just-
warned-us-about-the-one-thing-politicians-are-too-scared-to-talk-8db9815fd398.

8 Should We Fear Artificial Intelligence?: In-depth Analysis, eur. Parl. 
doc. PE 614.547 (2018), http://www.europarl.europa.eu/RegData/etudes/
IDAN/2018/614547/EPRS_IDA(2018)614547_EN.pdf. See also At a Glance: Civil 
Law Rules on Robotics, eur. Parl. doc. Pe 599.250 (2017), http://www.europarl.
europa.eu/RegData/etudes/ATAG/2017/599250/EPRS_ATA(2017)599250_
EN.pdf.

9 Saudi Arabia granted the world’s first robot citizenship to “Sophia,” a robot 
produced by Hanson Robotics. While a publicity stunt, Sophia’s “citizenship” 
was met with criticism from global women’s rights advocates and many Saudis 
alike, aghast that a “female” robot, who does not wear a head covering and need 
not be accompanied in public by a male relative, arguably has more rights than 
human Saudi Arabian women. See Dom Galeon, Saudi Arabia Made a Robot 
a Citizen. Now, She’s Calling for Women’s Rights, FuTurism (Dec. 15, 2017), 
https://futurism.com/saudi-arabia-made-robot-citizen-calling-womens-rights/. 
Meanwhile, in Tokyo, Japan, official residency was granted to “Shibuya Mirai,” 
an AI chatbot that exists only on the popular “Line” messaging app. See Patrick 
Caughill, An Artificial Intelligence Has Officially Been Granted Residency, 
FuTurism (Nov. 6, 2017), https://futurism.com/artificial-intelligence-officially-
granted-residency/. For more on the discussion of whether robots need their 
own rights regime, see generally Mark Coeckelbergh, Robot rights? Towards a 
social-relational justification of moral consideration, 12 eThics inFo. Tech. 209 
(2010). See also Ryan Abbott, I Think, Therefore I Invent: Creative Computers 
and the Future of Patent Law, 57 B.c. l. rev. 1079 (2016) (on the topic of 
whether computers that invent things should be listed on patents).

http://www.europarl.europa.eu/RegData/etudes/IDAN/2018/614547/EPRS_IDA(2018)614547_EN.pdf
http://www.europarl.europa.eu/RegData/etudes/IDAN/2018/614547/EPRS_IDA(2018)614547_EN.pdf
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decisions about and act upon exabytes of personal information but, from a 
doctrinal perspective, none of that matters, not one single bit, as long as no 
human has laid eyes on the data.

Without invoking the Copenhagen Interpretation,10 this Article offers a 
refutation of dead-or-alive, all-or-nothing accounts of robots and privacy. It 
is my contention that current robots and AIs can diminish our privacy without 
sentience, consciousness or cognition, and without human intervention, 
oversight, knowledge, or awareness. Building on an epistemic theory of privacy, 
I demonstrate that today’s robots and AIs are capable of truth-promoting 
belief formation processes, thereby allowing them to form reliable beliefs and 
observational knowledge about people without human intervention, oversight, 
knowledge, or awareness. Because machines can actuate on the basis of the 
beliefs they form, they can affect people’s life chances and opportunities in 
ways that definitively implicate privacy. 

To be clear, the rather modest claim I am advancing in this short Article 
is that non-sentient robots and AIs can diminish our privacy. The Article 
is meant to say very little about how people perceive privacy violations 
by robots. It says even less about the normative elements of human-robot 
privacy relationships and the violations, infringements, wrongs, or harms 
that could be occasioned or avoided by robots. Although my argument is a 
necessary precondition for such discussions, my focus here is limited to the 
epistemological conditions giving rise to privacy, and my narrow claim is 
that some robots and AIs are already capable of epistemological states that 
can reduce our privacy. A proper account of the deeper normative elements 
would require a full-blown relational theory of robots, which this Article 
seeks to encourage, but does not strive to accomplish. 

The Article proceeds as follows. In Part I, I argue that privacy is relational 
and briefly examine several key theories in order to establish privacy’s relational 
core, namely: a person loses privacy just in case some “other” gains some 
form of epistemic access to her. Part II offers a closer examination of the 
“other”11 in a privacy relationship — historically conceived as the person 
who comes to know personal facts about a data subject. I demonstrate how 

10 In quantum theory, the Copenhagen Interpretation is the notion that a quantum 
particle doesn’t exist in one state or another, but instead exists in all of its 
possible states at once. First posited by Niels Bohr in 1920, Schrödinger’s thought 
experiment provided theoretical support for this idea. See generally Jan Faye, 
Copenhagen Interpretation of Quantum Mechanics, in sTanFord encycloPedia 
oF PhilosoPhy 10 (Edward N. Zalta ed., 2014), https://plato.stanford.edu/entries/
qm-copenhagen/.

11 These days usually referred to as the “data recipient.”
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robots and AIs are replacing the human “other” and that the delegation of 
informational transactions to robots and AIs therefore puts the traditional 
privacy relationship in an uncertain state. The uncertainty rests on whether 
an AI has the epistemic qualities necessary to diminish privacy in cases 
where there is no human intervention, oversight, knowledge, or awareness. 
Part III responds to the doctrinal view that individuals whose information 
is exposed only to automated systems incur no cognizable loss of privacy. 
To do so, I borrow from epistemic privacy — a theory that understands 
a subject’s state of privacy as a function of another’s state of cognizance 
regarding the subject’s personal facts. The theory of epistemic privacy offers 
a useful analytic framework for understanding the kind of cognizance that 
implicates privacy. In Part IV, I apply the theory of epistemic privacy in order 
to determine whether artificial cognizers are truly ignorant in the way that 
legal doctrine suggests. To the contrary, I conclude that artificial cognizers 
can be said to form truth-promoting beliefs that are justified. In Part V, I 
examine how today’s navigational robots form beliefs and argue that the 
observational knowledge they acquire through reliable belief formation 
processes easily meets the epistemic conditions necessary for diminished 
privacy. I suggest that, because the beliefs generated by artificial cognizers 
can also be programmed to actuate automatically, not only can they diminish 
a person’s state of privacy, they also have the potential to violate it. Having 
shown that today’s robots are by no means ignorant, I propose in Part VI the 
need to develop a theory of relational privacy that counts robots and AIs as 
integral to the configuration of what Julie Cohen has called the “networked 
self,”12 not to mention what I am calling the “networked other.” In Part VII, I 
conclude with the observation that when we view epistemic privacy’s notion 
of “a duty of ignorance” through a relational lens, we are led toward a useful 
heuristic for our increasingly complex web of human-robot relationships: a 
presumption of ignorance. 

This Article is meant to demonstrate how robots and AIs disturb the 
presumption of ignorance in epistemologically significant ways, undermining 
the presumption’s core aim of providing fair and equal treatment to all by 
setting boundaries around the kinds of assumptions and beliefs that can and 
cannot be made about people. Consequently, it is my contention that legal 
theory and doctrine will have to expand their understandings of privacy 
relationships to include robots and AIs that meet these epistemic conditions. 
An increasing number of machines possess epistemic qualities that force us 
to rethink our understanding of privacy relationships.

12 Julie e. cohen, conFiguring The neTworKed selF: law, code, and The Play 
oF everyday PracTice (2012).
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I. PrIvacy Is relatIonal

Privacy is protean.13 Constituted of various “family resemblances”, wise 
counsel tells us that we are best not to try to locate privacy in any one theory.14 
But, if we were in search of a common denominator, certainly it would be 
that privacy is relational. As David Matheson has put it, “[a]n individual’s 
informational privacy is possessed or lacked only in relation to other individuals 
and to personal facts about her.”15

A relational core can be found — implicitly or explicitly — at the very 
foundation of privacy’s best-known theories. For example, one finds it in 
the classical control theory proposed by Alan Westin,16 Charles Fried,17 and 
others. Westin famously defined privacy in relational terms: “the claim of 
individuals, groups, or institutions to determine for themselves when, how, 
and to what extent information about themselves is communicated to others.”18 
If one further considers Westin’s four states of privacy, i.e., solitude, intimacy, 
anonymity, and reserve, one sees in each of them the centrality of the relation 
between the self and others. Solitude represents the physical separation of an 
individual from others. Intimacy likewise involves the seclusion of couples 
or groups from others. Anonymity permits individuals to participate in public 

13 R. v. Tessling, [2004] 3 S.C.R. 432, ¶ 25 (Can.). The term “protean” is derived 
from the marine deity Proteus: in Greek mythology, Proteus was the son and 
servant of the sea god, Poseidon. At his father’s request, he acted as shepherd of 
the sea creatures and was rewarded with the gift of prophecy. Proteus therefore 
knew all about the past, present, and future, but disliked sharing his knowledge. 
When asked probing questions, he would change forms into different animals 
or dragons to avoid interrogation. See generally Proteus: Greek Mythology, 
encycloPaedia BriTannica, https://www.britannica.com/topic/Proteus-Greek-
mythology.

14 Solove writes: “Wittgenstein uses the term ‘family resemblances,’ analogizing 
to the overlapping and crisscrossing characteristics that exist between members 
of a family, such as ’build, features, colour of eyes, gait, temperament, etc.’” 
See Daniel J. Solove, Conceptualizing Privacy, 90 caliF. l. rev. 1087 (2002), 
citing ludwig wiTTgensTein, PhilosoPhical invesTigaTions §§66-67 (Gertrude 
Elizabeth Margaret Anscombe trans., 1958).

15 David Matheson, Unknowableness and Informational Privacy, 32 J. Phil. res. 
251 (2007).

16 alan F. wesTin, Privacy and Freedom (1967).
17 Charles Fried, Privacy, in PhilosoPhical dimensions oF Privacy: an anThology 

203-22 (Ferdinand David Schoeman ed., 1984).
18 wesTin, supra note 16, at 7 (emphasis added).
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participation without identification by others. And, reserve enables the creation 
of a psychological barrier against the unwanted intrusion of others.19 

The relational aspect of privacy is also front and center in limited access 
theory, as articulated by proponents such as Ruth Gavison20 and Anita Allen.21 
As Gavison puts it, “our interest in privacy . . . is related to our concern over 
our accessibility to others: the extent to which we are known to others, the 
extent to which others have physical access to us, and the extent to which 
we are the subject of others’ attention.”22 Here, one loses privacy just in case 
another gains some form of epistemic access to her. Irwin Altman similarly 
depicted privacy as “a central regulatory process by which a person (or group) 
makes himself more or less accessible and open to others…”.23

The recognition that privacy is relational — though practically indisputable 
— does little on its own to illuminate privacy theory. Some of the most interesting 
privacy scholarship in recent years has therefore sought to develop a more 
fulsome relational account of privacy. Although the moniker of relational 
privacy has been used to mean different things,24 I use it here to refer broadly 
to any account of privacy that coincides, borrows, or builds upon broader 
relational theory in the tradition of Jennifer Nedelsky and other feminist thinkers 
who “insist on the centrality of relationships in human lives” and recognize 
that privacy values “require structures of relationships that support them — 
that allow people the opportunities to retreat from others in various ways.”25 
On this view, “people are not self-made.”26 Instead, they are constituted by 
networks of nested relationships. Their autonomy “can thrive or whither . . . 
depending on the structures of relationships they are embedded in.”27

19 Id. at 31 (emphasis added).
20 Ruth Gavison, Privacy and the Limits of Law, 89 yale l.J. 421 (1980).
21 aniTa allen, uneasy access: Privacy For women in a Free socieTy (1988).
22 Gavison, supra note 20, at 423 (emphasis added).
23 irwin alTman, The environmenT and social Behavior 3 (1975) (emphasis 

added).
24 Louis Sacharoff, The Relational Nature of Privacy, 16 lewis & clarK l. 

rev. 1250 (2012); See also Jean L. Cohen, Rethinking Privacy: The Abortion 
Controversy, in PuBlic and PrivaTe in ThoughT and PracTice: PersPecTives on 
a grand dichoTomy 143, 149 (Jeff Alan Weintraub & Krishan Kumar eds., 
1997).

25 JenniFer nedelsKy, law’s relaTions: a relaTional Theory oF selF, auTonomy, 
and law 35 (2011).

26 Id. at 8. Referring, of course, to the so-called ‘self-made man’ — the gendered 
instantiation of the autonomous liberal individual.

27 Id. at 39.
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Stuart Hargreaves uses relational theory as described above to articulate 
an intellectually rich account of what he refers to as “relational privacy.”28 
Following Nedelsky and others, Hargreaves believes that a true state of privacy 
can be meaningfully achieved only within a dense network of relationships. 
Consequently, Hargreaves believes that a privacy loss is something that lessens 
our ability to engage others or modulate our exposure within the network of 
relationships, and that the most serious privacy losses are those that seriously 
impinge upon the ability of individuals to function as members of a community 
in ways they see fit.29 Departing from James Rachels,30 Hargreaves’ relational 
privacy does not entail the creation of a ‘zone’ in which the individual is 
protected from intrusion in order that they can develop certain kinds of 
relationships. Rather, Hargreaves proposes that a proper relational account will 
attempt to measure the seriousness of a privacy violation in terms of the harm 
it does to the web of relationships within which any individual finds herself. 

Relational privacy in this sense borrows quite heavily — consciously and 
unconsciously — from Julie Cohen’s Configuring the Networked Self, which 
was written around the same time as Nedelsky’s Law’s Relations. In her work, 
Cohen proposes a decentered model of subjectivity and recognizes “the situated 
subject’s perspective, the collective dimension of subjectivity, and the play 
that overlapping social and cultural networks afford.”31 With liberalism’s 
autonomous individual no longer center stage, Cohen quite intentionally 
avoids classical references to the self and the other, preferring instead the 
“self-society relation”32 or the “interaction between self and culture.”33 By 
shifting the relational lens away from self and other in the classical liberal 
sense, Cohen depicts the networked self as a (partial) function of many others. 
Each of those others is themself a part of an evolving network of subjectivity. 
In this sense, Cohen offers an important lever to a deeper understanding of 
the privacy relationship not previously articulated. Although Cohen does not 
state it explicitly, the tradition makes precisely the same error when it comes 

28 Stuart Hargreaves, ‘Relational Privacy’ & Tort, 23 wm. & mary J. women & 
l. 433 (2017).

29 Id. at 437.
30 James Rachels, Why Privacy is Important, in PhilosoPhical dimensions oF 

Privacy: an anThology, supra note 17, at 292.
31 Julie e. cohen, conFiguring The neTworKed selF: law, code, and The Play 

oF everyday PracTice 127 (2012).
32 Id. at 118. Hargreaves similarly understands “privacy as an on-going, negotiable 

relationship between the Self and the Other (whether that is between two 
individuals, or the individual and the community, or between groups and the 
community).” Hargreaves, supra note 28, at 463.

33 cohen, supra note 31, at 128.
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to understanding privacy’s other as it did in its conceptualization of the self. 
Privacy’s other is no more or less a romantic, autonomous individual than is 
the self. Privacy’s other — it is at least implied — must also be understood 
within a dense network of relationships. 

Some scholars have paid careful attention to what is happening at the other 
end of a privacy relationship. Helen Nissenbaum is one of them. Her theory 
of privacy as contextual integrity is inextricably linked to the spiderweb-like 
relations of our lives. For example, “according to the theory of contextual 
integrity it is crucial to know the context — who is gathering the information, 
who is analyzing it, who is disseminating it and to whom, the nature of the 
information, the relationships among the various parties, and even larger 
institutional and social circumstances.”34

II. PrIvacy’s other

That privacy entails a certain kind of relationship between self and other has 
been well acknowledged, while many of Nissenbaum’s finer points about the 
nature and context of privacy’s other have perhaps gone undertheorized until 
very recently.35 With much of privacy theory and doctrine attendant to the 
data subject or to the data itself,36 less has been said about the necessary and 
sufficient conditions of the privacy relationship vis-à-vis the other.37 

34 helen nissenBaum, Privacy in conTexT: Technology, Policy and The inTegriTy 
oF social liFe 154-55 (2010).

35 Andrew Selbst, Contextual Expectations of Privacy, 35 cardozo l. rev. 643 
(2013).

36 Whether it is ‘personal’ or ‘sensitive’ data; how that data has been collected, 
used, or disclosed, and so forth.

37 I sometimes refer to privacy’s other as “the data recipient” and, later in the 
Article, as the “cognizer.” Modern privacy legislation recognizes the importance 
of the data recipient, distinguishing between situations where it is an individual, 
corporation, organization, or government. Canada’s federal private-sector privacy 
legislation applies only to “the organization [that] collects, uses or discloses in 
the course of commercial activities,” or “is about an employee of, or an applicant 
for employment with, the organization and that the organization collects, uses 
or discloses in connection with the operation of a federal work, undertaking or 
business.” This excludes regulation of individuals, corporations or governments, 
and those who collect, use, or disclose personal information for “journalistic, 
artistic or literary purposes and does not collect, use or disclose for any other 
purpose.” See Personal Information Protection and Electronic Documents Act, 
S.C. 2000, c 5, § 4(1), 4(2) (Can.).
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To some extent, this is because modern privacy theory — like contract 
before it — was constructed on a paradigm of a face-to-face (or, at least a 
person-to-person) interaction.38 Under this paradigm, the other (party) was 
usually known, or knowable, and the interpersonal relationship itself was 
generally comprehended. Historically, as Matthew Tokson has observed, “our 
conception of a loss of privacy is bound up with the presence of a human 
observer.”39 

But the old road is rapidly aging. These days, the privacy relationship is 
primarily understood as the result of informational transactions wherein a 
data subject often has no real clue about the other or how she/he/they/it are 
using the data. Indeed, following in the footsteps of contract law, it is getting 
harder and harder to understand privacy as an interpersonal relationship at all.40 

Starting with contract, since at least the advent of the standard form 
agreement, a proper understanding of the contractual relationship as interpersonal 
has become strained.41 Standard forms — especially alongside the invention 
of the unilateral offer42 — have made it difficult if not impossible to identify 
who, if anyone, actually agreed to or accepted the other side of the contract, 
or where exactly to locate the so-called consensus ad idem upon which the 
contractual relationship is said to be founded. Although automated standard 
forms are easily understood and recognized as enforceable, the justification for 

38 The law of contract is classically defined as the “manifestation of a mutual 
concordance between [two] parties as to the existence, nature and scope of 
their rights and duties.” See g.h.l. Fridman, The law oF conTracT 5 (5th ed. 
2006). From an American perspective, Arthur Corbin defines the law of contract 
similarly: “The law of contract deals with those legal relations that arise because 
of mutual expressions of assent. The parties have expressed their intentions in 
words, or in other conduct that can be translated into words.” See Arthur L. 
Corbin, Conditions in the Law of Contract, 28 yale l.J. 739, 740 (1919). 

39 Matthew Tokson, Automation and the Fourth Amendment, 96 iowa l. rev. 581, 
611 (2010).

40 At least where “interpersonal” is meant to designate two individual human 
beings engaged in a single, definable transaction.

41 Fridman, supra note 38, at 5. See also Todd D. Rakoff, Contracts of Adhesion: 
An Essay in Reconstruction, 96 harv. l. rev. 1173, 1284 (1983).

42 In a unilateral contract, an act is exchanged for a promise. When the contract 
comes into existence, only the offeror has obligations to fulfill: the offeree has 
already fulfilled its obligations simply by accepting the offer. See miTchell 
mcinnes, ian Kerr & anThony vanduzer, managing The law 46 (2d ed. 2006). 
Or, as Corbin puts it: “A unilateral contract is one where only one of the parties 
assumes a contractual duty and only the other acquires any contractual right.” 
Corbin, supra note 38, at 750.



134 Theoretical Inquiries in Law [Vol. 20.1:123

their enforcement has drifted a long way from the interpersonal transactions 
that were the theoretical foundation of contracts in days gone by. Many, if 
not most, of today’s contracts are better understood on the basis of attribution 
than actual agreement.43 

Like contracts, privacy relationships are also becoming more one-sided. In 
both instances, there is considerable uncertainty about what exactly is taking 
place on the other side of the transaction. Although we are quite used to the 
idea of a data subject transacting with artificial entities such as corporations, 
in theory, we still require there to be someone who stands in relation to the 
data subject according to conditions that are said to give rise to a privacy 
relationship. Privacy, like contract, desperately tries to achieve this through 
the reductive recognition that organizations are comprised of individuals and 
then by attributing some individual to the collection, use, or disclosure with 
which privacy is concerned.44 

This approach, however, is much more plausible in the case of contract. 
Although there may be uncertainty about the other contracting party insofar 
as who exactly agreed to it, the subject matter of a contractual transaction 
— namely the agreement itself — is usually well known and almost always 
knowable. There is less justification for the use of an attribution principle in 
the privacy context, where the subject matter of informational transactions 
so often take place in a “black box.”45 Even in a so-called consent-based 
interaction, the data subject does not actually know who, if anyone, sits on 
the other side of the relationship, nor whether, or to what extent, personal 
information has in fact been collected, used, or disclosed. 

43 See generally Ian R. Kerr, Spirits in the Material World: Intelligent Agents as 
Intermediaries in Electronic Commerce, 22 dalhousie l.J. 189 (1999).

44 David Matheson, An Obligation to Forget, in The rouTledge handBooK oF 
PhilosoPhy oF memory 369 (Sven Bernecker & Kourken Michaelian eds., 2017). 
What distinguishes corporations from robots and AIs is the very fact that corporate 
actions are always reducible to human activities, while emergent behavior in 
robots and AIs is neither reducible to — nor properly understood by — the 
correlative investigation of human conduct or awareness. One might say that the 
whole point of machine learning and other techniques in artificial intelligence is 
to generate decisions and actions different (and in some way better than) those 
that would have been produced by a human actor or an organization of humans 
in the form of a corporation. Consequently, this Article very intentionally does 
not discuss corporations or other forms of human enterprise. The concerns being 
addressed here engage the epistemological implications of actions or decisions 
totally unknown to any human actors. 

45 FranK Pasquale, The BlacK Box socieTy: The secreT algoriThms ThaT conTrol 
money and inFormaTion (2015).
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A. In Automated Transactions, the Conditions for Privacy Reside in 
Uncertain States.

Privacy’s corollary to the automation of contract through standard forms and 
unilateral offers increasingly takes place though the instrumentality of various 
forms of automation, data analytics and, more recently, artificial intelligence 
(AI).46 Sophisticated AI and robotic technologies can sense, process, and 
act upon the world with increasing agency.47 This blurring of instrument 
and actor has caused some to see AI as revolutionary — a field in which the 
promises of science fiction and current capabilities of science are likewise 
blurred.48 Despite what some would like us to consider, AIs are not capable 
of consciousness and have not advanced to the realm of “superintelligence” 
that is so often heralded as the future. Despite this reality, historical debates 
about “strong” versus “weak” AI49 continue to give way to the quest for AGI, 
which assumes a “human-like” intelligence with broad, multi-hyphenate 
capabilities.50 

46 It is of course also true that standard forms and unilateral offers are also used 
as an engine in obfuscation and circumvention of privacy’s other.

47 Technology theorist and legal scholar Mireille Hildebrandt uses the phrase “data-
driven agency” to describe the apparent agency of modern smart technologies, 
which are empowered through knowledge discovery in databases to profile, 
predict, and possibly even preempt human behaviors. Through the additive 
capacity of algorithms, compiling consumer data, smart technologies can develop 
the “autonomy” necessary to transcend mere programming to actually respond 
to human needs, or, in other words, exhibit agency. See mireille hildeBrandT, 
smarT Technologies and The end(s) oF law: novel enTanglemenTs oF law 
and Technology 19-31 (2015). See also Kerr, supra note 43.

48 Bill Smart and Neil Richards caution against commission of “The Android 
Fallacy”: wrongly anthropomorphizing robots in a manner consistent with 
science fiction. They argue that an important part of proposing legal regulation 
for AIs is sketching what robots can do, what they cannot do yet, and what they 
may never be able to do. Recognizing that “never” is a long time, they suggest 
that “long after we are dead” is a sufficient standard. See Neil M. Richards & 
William D. Smart, How Should the Law Think About Robots, in roBoT law 3 
(A. Michael Froomkin, Ryan Calo & Ian Kerr eds., 2015).

49 Calo, supra note 2.
50 Daniel Schönberger, Deep Copyright: Up - And Downstream Questions Related 

to Artificial Intelligence (AI) and Machine Learning (ML), 10 zeiTschriFT Fuer 
geisTiges eigenTum [inTellecTual ProPerTy Journal] 35 (2018), https://ssrn.
com/abstract=3098315.

https://ssrn.com/abstract=3098315
https://ssrn.com/abstract=3098315
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This Article focuses exclusively on the current, narrow AIs — not AGIs.51 
Current incarnations of robots and AIs can be used as delegates in informational 
transactions that would have previously required a personal relationship. The 
difference between AIs and other artificial entities that stand in for a human 
observer is that some AIs can function completely independently of human 
oversight, intervention, or knowledge. Consequently, a robot’s interaction 
with a human cannot easily be understood as part of a traditional privacy 
relationship in situations where no other human being ever comes into play. 
Even the most outlandish legal fiction of attribution would have nobody to attach 
itself to when the data subject stands completely alone. In these twenty-first-
century informational transactions, there is no human observer as historically 
presumed in the privacy relationship, and yet the independent operations of 
an AI or robot can generate devastating consequences that radically alter and 
diminish data subjects’ life chances and opportunities. To take one example, 
many AI and privacy experts are concerned about the desire in some countries 
to develop and deploy autonomous robot police or private security guards 
capable of conducting surveillance and making decisions about people that 
could result in the projection of lethal force.52 These same algorithms could 
be used as access control providers (gatekeepers), as a means of detaining a 
subject without a warrant, or to conduct uber-surveillance, etc.

The latter possibility was brought to life in June 2013, when the National 
Security Agency’s PRISM (upstream data collection program)53 began reading, 

51 As Mireille Hildebrandt brilliantly points out, there is a risk in conceiving robots 
or AIs as standalone entities. In doing so, we divert attention from the fact that 
they are only as smart as the institutional clouds of knowledge and information 
which not only permit but largely determine their operations. We must always 
keep in mind that worries about robots and privacy are directly related to our 
existing worries about public- and private-sector big data institutions. 

52 Peter Asaro, Will #BlackLivesMatter to Robocop?, we roBoT (Mar. 1, 2016), http://
robots.law.miami.edu/2016/peter-asaro-on-will-blacklivesmatter-to-robocop/.

53 PRISM is the U.S. government's surveillance program, which enables the National 
Security Agency (NSA) and the Federal Bureau of Investigation (FBI) to tap 
directly into the servers of nine American Internet companies to surveil chat 
logs, photographs, emails, documents and connection logs. It uses extracted data 
from Microsoft, Yahoo, Google, Facebook, PalTalk, AOL, Skype, YouTube, and 
Apple. Originating in 2007 through homeland security legislation under President 
G.W. Bush, PRISM was top secret until NSA contractor Edward Snowden leaked 
PowerPoints confirming its operation in June 2013. British intelligence agencies 
were also accessing the data. See Barton Gellman & Laura Poitras, U.S., British 
Intelligence Mining Data from Nine U.S. Internet Companies in Broad Secret 
Program, The wash. PosT (June 7, 2013), https://www.washingtonpost.com/
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processing, and responding to exabytes54 of private communications — mostly 
without human awareness. Political rhetoric described this merely as “bulk 
collection.” Because robots and AIs could be delegated the observation task, 
there was generally no need to keep humans involved in the information 
collection and processing loop, and therefore there was no “mass surveillance.” 
Robots and AIs could figure out who the bad guys are so that only criminal 
suspects or persons of interest would become subject to human scrutiny.55 In this 
way, the use of robots and AI, it was suggested, was not privacy diminishing 
but, in fact, privacy enhancing. With increasing momentum in so-called bulk 
collection in both public and private sectors during the five years since — not 
to mention significant increases in storage capacity, processing power and the 
sophistication of machine learning techniques — the issue is by now pressing 
and substantial. Is privacy implicated when only robot eyes are watching,56 or 
does the privacy relationship ultimately require a human observer? 

B. Can a Robot or AI Diminish Privacy without Human Intervention, 
Oversight, Knowledge, or Awareness? 

The question is admittedly strange. As stated previously, this is because privacy 
theory has always had the luxury of focusing on the nature of the data and its 
subject rather than privacy’s other. It has always simply been presumed that 
privacy’s other is a human observer. 

A stark example of this presumption is Judge Posner’s laser bright line: 
“[c]omputer searches do not invade privacy because search programs are not 

investigations/us-intelligence-mining-data-from-nine-us-internet-companies-in-
broad-secret-program/2013/06/06/3a0c0da8-cebf-11e2-8845-d970ccb04497_story.
html?utm_term=.46198d242534. 

54 One exabyte is the equivalent of 1.5 billion CD-ROM disks.
55 Glenn Greenwald, The Orwellian Re-Branding of “Mass Surveillance” as 

Merely “Bulk Collection”, The inTercePT (Mar. 13, 2015, 2:23 PM), https://
theintercept.com/2015/03/13/orwellian-re-branding-mass-surveillance-merely-
bulk-collection/. See also Glyn Moody, What's The Difference Between 'Mass 
Surveillance' And 'Bulk Collection'? Does It Matter?, TechdirT (Jan. 20, 2016, 
3:23 AM), https://www.techdirt.com/articles/20160115/09582933351/whats-
difference-between-mass-surveillance-bulk-collection-does-it-matter.shtml.

56 For an outstanding articulation of the doctrinal answer to this question, see 
Kevin S. Bankstown & Amie Stepanovich, When Robot Eyes Are Watching 
You: The Law & Policy of Automated Communications Surveillance, Paper 
presented at the We Robot Conference hosted at the University of Miami (Apr. 5, 
2014), http://robots.law.miami.edu/2014/wp-content/uploads/2014/07/Bankston_
Stepanovich_We_Robot.pdf.
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sentient beings. Only the human search should raise constitutional or other 
legal issues.”57 

Judge Posner’s view is supported by the majority of jurists and scholars 
who have considered the matter. For example, in the context of federal wiretap 
law, Bruce Boyden argues that “interception requires at least the potential 
for human awareness of the contents. . . . Under most theories of privacy, 
automated processing does not harm privacy.”58 Matthew Tokson describes 
such scenarios as “disclosure to . . . automated third parties” and concludes 
that “individuals whose information is exposed only to automated systems 
incur no cognizable loss of privacy.”59 

But is it true that when privacy’s other is an AI or robot, there is no 
cognizable loss of privacy? 

III. ePIstemIc PrIvacy

Whether there has been a “cognizable loss of privacy” can be understood in 
more than one sense. When Tokson, Boyden, and Posner say that there is 
no cognizable loss of privacy for individuals whose information is exposed 
only to automated systems, they mean it in a legal sense and say so on the 
basis of legal doctrine. Kevin Bankston and Amie Stepanovich argue the 
very contrary position, but on precisely the same grounds. On either side, a 
“cognizable loss of privacy” is interpreted as something that is determined 
by a court. But, there are other ways of addressing the question.

Whether a robot or AI can generate a cognizable loss of privacy can also 
be approached as an epistemological inquiry. Understood in this sense, the 
question to be asked is whether a robot or AI is capable of meeting the epistemic 
conditions giving rise to diminished privacy. Responding to this question, I 
turn to a relatively new body of theory that has not yet acquired mainstream 
recognition: epistemic privacy. This nascent area of privacy scholarship sees 
an intuitive connection between privacy and knowledge: “one main reason 
why one might want to protect one’s privacy is that one doesn’t want certain 
others to acquire knowledge of certain private facts about oneself.”60

57 Richard A. Posner, Privacy, Surveillance, and The Law, 75 chi. l. rev. 245, 
254 (2008).

58 Bruce E. Boyden, Can A Computer Intercept Your Email?, 34 carodozo l. 
rev. 669, 716 (2012). 

59 Tokson, supra note 39, at 581.
60 Martijn Blaauw, Introduction: Privacy, Secrecy and Epistemology, 10 ePisTeme 

99 (2013).
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Ironically, the acorns of epistemic privacy were first germinated when the 
much respected knowledge theorist, Alvin Goldman, tried to separate these 
two modes of inquiry:

Important as [privacy] is, it does not squarely fall into the domain of 
epistemology as I have delineated it, because epistemology focuses on 
the means to knowledge enhancement, whereas privacy studies focus 
on the means to knowledge curtailment (at least decreasing knowledge 
in the hands of the wrong people). For this reason, I shall not explore 
this topic. I do not belittle the importance of privacy as a moral issue; 
it simply falls, for the most part, outside the scope of epistemology.61

The idea of “decreasing knowledge in the hands of the wrong people” certainly 
lends itself well to some of privacy’s most important theories. To take one 
example, it seems to go hand in hand with Anita Allen’s conception of privacy, 
“denoting limited access or degrees of inaccessibility of persons, their mental 
states, and information about them to others.”62 Allen’s restricted-access 
definition offers a very clear linkage between the condition of privacy and 
the epistemic state of the other:

To say that a person possesses or enjoys privacy is to say that, in some 
respect and to some extent, the person (or the person’s mental state, 
or information about the person) is beyond the range of others’ five 
senses and any devices that can enhance, reveal, trace, or record human 
conduct, thought, belief, or emotion.63

Although, in 1988, Allen was thinking primarily about the other as a human, 
she was light years ahead in recognizing the extent to which human cognition 
is augmented by technology, and she was crystal clear in alerting readers to 
the fact that our devices play a crucial role in the means by which we gain 
epistemic access to others.

Perhaps the central contribution of epistemic privacy — something that had 
not previously been emphasized in the privacy literature — is the recognition 
that most privacy theories “render an individual’s informational privacy at least 
partly a function of a kind of inability of others to know personal facts about 
her.”64 In other words, someone not knowing something is a requirement for 

61 alvin l. goldman, Knowledge in a social world 173 (1999).
62 allen, supra note 21, at 14.
63 Id. at 15.
64 Matheson, supra note 15. Matheson’s aim is to address deficits in this common 

formulation by offering a new account that would render an individual’s 
informational privacy exclusively a function of others’ ignorance of personal 
facts about her.
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someone else having privacy about that thing and, equally, someone knowing 
something is a requirement for someone else losing privacy about that thing.65 

Matheson has further considered what epistemic privacy might entail 
alongside someone’s claim to privacy: “Conjoined with the plausible claim 
that there is a moral right to privacy, each of the major contemporary accounts 
of the nature of privacy . . . implies a duty of ignorance.”66

Understanding one’s state of privacy as a function of another’s ignorance and 
one’s right to privacy as giving rise to a duty of that other to remain ignorant 

65 As discussed further below, I agree with those epistemologists who argue that 
this account sets the bar too high because “you can lose privacy even if someone 
has epistemic access to facts about you that falls short of knowledge.” See Don 
Fallis, Privacy and Lack of Knowledge, 10 ePisTeme 153 (2013). Regardless of 
whether the appropriate epistemic threshold is knowledge or some lower epistemic 
standard (e.g., reliable beliefs), it is important to draw a careful distinction 
between the level of epistemic awareness and what someone (or something) 
might do with it. It is the doing (or not doing) that usually results in a privacy 
violation and possible privacy harms. My current epistemological investigation 
focuses on how the epistemological status (of knowing, believing, etc.) impacts 
the state of privacy, only briefly mentioning the additional consideration of 
what happens when that knowledge (belief, etc.) is (or is not) acted upon. For 
more on the latter, consider Lisa Austin’s insightful discussion in this volume 
of Alan Westin’s account of the norms of tact and discretion. See Lisa M. 
Austin, Re-reading Westin, 20 TheoreTical inquiries l. 53 (2019). These norms 
sometimes require knowers to act as though they do not know something, or 
to act as though they do not know that the data subject knows they know. (It’s 
very Rumsfeldian!) If these others act in the appropriate manner, they will not 
violate privacy and, arguably, may not reduce the data subject’s privacy by 
much — depending on who else comes to know the relevant facts about the 
data subject and, for example, whether they interfere with the data subject’s 
self-presentation. As Austin points out, the kind of relationships between the 
various knowers and even the particular relational approach to privacy taken may 
make an important difference. It is interesting to think about whether Westin’s 
norms of tact and self-discretion would play out the same way if the ‘knower’ 
was a machine. That would require a much more fulsome relational account of 
robots than I have set out to achieve here. Thanks to Lisa Austin for the useful 
point of connection and for highlighting the need for greater clarification. 

66 David Matheson, A Duty of Ignorance, 10 ePisTeme 193, 194 (2013). It is worth 
noting that epistemic privacy is “an account of what it means to simply lose 
privacy rather than an account of what it means for privacy to be violated. In 
other words, it does not have anything to say about whether a person who has 
lost privacy has been harmed or wronged in some way.” See also Fallis, supra 
note 65, at 156.
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is useful in determining whether individuals whose information is exposed 
only to automated systems incur a cognizable loss of privacy. But before 
moving directly to that question, it is worth gaining a further appreciation of 
what epistemologists of privacy are investigating.

Like all of the privacy theorists discussed above, privacy epistemologists 
begin with the premise that privacy is relational. In the tradition of analytic 
philosophy, the structure of that relationship has been meticulously unpacked. 
As Martjin Blaauw suggests,67 being in a state of privacy can be expressed 
as a ternary relation between S (a subject), P (a set of true propositions; 
sometimes called “personal facts”68) and I (some other; often referred to in 
epistemology as a “cognizer”69). 

As such, the relationship can be represented by the following locution:

S has privacy about P with respect to I

Rearranged slightly, one can express the conditions for being in a state 
of privacy as: 

67 Martjin Blaauw, The Epistemic Account of Privacy, 10 ePisTeme 167, 168 (2013).
68 These are what privacy legislation and privacy professionals usually refer to as 

personal information or personally identifiable information.
69 The term “cognizer” has a long history. It was used by both Aristotle and St. Thomas 

Aquinas in their respective attempts to understand the natures of knowledge and 
thought. Both discuss the identity between the knower and what is known — 
and whether knowledge in the external world can truly exist. This Aristotelian 
conception of “what understands and what is understood are the same” marks 
the emergence of the term. Stemming from the Latin cognoscens, it connotes 
both that which has sensation and that which has intellect. Aristotle posited that 
cognitive powers are mere potencies for the development of cognition: for actual 
cognition to occur, the things must impress their potency upon the cognizer, 
according to its potency to receive them. Relatedly, Aquinas suggested that the 
act of cognizing, even about an external thing, remains within the cognizer. In 
this way, what the cognizer knows about a thing and how that thing has been 
cognized are inseparable. See arisToTle, de anima iii.2 (425b26-28) (R.D. Hicks 
trans., 2008). See also Robert Pasnau, ABSTRACT: The Identity of Knower and 
Known (Apr. 25, 1996) (unpublished manuscript), http://faculty.fordham.edu/
klima/APAPasnau.htm; sTePhen l. BrocK, The PhilosoPhy oF sainT Thomas 
aquinas: a sKeTch (2015). Modern use of the term intentionally refers to a 
cognizer (instead of “knower”) so as to be neutral with respect to I’s epistemic 
state. Although some philosophers, including Anita Allen, suggest that the term 
“cognizer” refers exclusively to humans, I use the term in an intentionally neutral 
manner and without specific reference to I’s species (i.e., cognizers could be 
nonhuman artifacts). 
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S possesses informational privacy in relation to I about P if and only 
if I does not know P.70 

Although most epistemologists working on privacy agree about the general 
structure of the relationship, there is disagreement about the second half of 
the bi-conditional proposition, namely, whether “knowledge” (on the part of 
I) is the appropriate epistemic quality for determining whether S has suffered 
a loss of privacy. First, as Blaauw points out, the state of one’s privacy is 
not an on-off switch. Rather, privacy is a degree concept that depends on 
several variables — including how many personal facts are known and not 
known, as well as the number of individuals who know and don’t know them.71 
Expressing these refinements by way of our locution, 

The more Ps that are known about S by I, the less privacy S has with 
respect to I. 

Likewise, 

The more Is that know P about S, the less privacy S has regarding P. 

The converse of both variations on our locution is also true. 
Perhaps even more important for the ultimate question about whether a 

robot or AI can generate a cognizable loss of privacy, Blaauw suggests:

[I]t would be wrong to maintain, as Matheson does, that only knowledge 
of personal propositions is capable of diminishing one’s privacy. Weaker 
epistemic states, as well, can diminish one’s privacy. Weaker epistemic 
states do represent some sort of connection to the true proposition. 
And however weak the connection may be, it can still impact on one’s 
degree of privacy.72

Over a long history of engagement with theories of knowledge — stretching 
back at least as far as Plato’s Theaetetus and Meno — epistemologists have 
enumerated several types of epistemic relations in which a cognizer might 
stand vis-à-vis a particular proposition. Much thinking and thousands if not 
millions of written pages have been generated about this range of epistemic 
relations in gloriously painstaking, intricate, and practically unimaginable 
detail by way of millions of examples, counterexamples, counterfactuals 
conditionals, and so forth. A typical list of the range of epistemic states includes:

(1) A mere belief that P

70 This basic formulation is known as the “Broad Ignorance Theory” and was first 
articulated by David Matheson. See Matheson, supra note 15, at 259.

71 Blaauw, supra note 67, at 170 (emphasis in original).
72 Id. at 173.
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(2) A true belief that P
(3) A justified true belief that P
(4) A deGettierized73 true belief that P
(5) A rational true belief that P
(6) A warranted true belief that P
(7) Knowledge that P
(8) Certainty that P74

These various epistemic relations can be understood on a continuum ranging 
from zero knowledge (levels 1-2) to complete certainty (level 8). The stronger 
an epistemic intrusion becomes the more diminished one’s privacy is. But, on 
this view, complete certainty is unnecessary — even weaker epistemic states 
(level 3-5) have significant privacy-impacting potential. In other words, as 
explained in greater detail in Part IV, you can lose privacy even if a cognizer 
has epistemic access to facts about you that fall well short of knowledge. 

The point here in Part III is not to enter the epistemological fray about 
the exact privacy consequences for each level of epistemic intrusion, nor to 
determine which level of epistemic intrusion constitutes the appropriate threshold 
for diminished privacy. Rather, my main takeaway is that epistemic privacy 
offers a useful analytic framework for understanding the kind of cognizance75 
that implicates privacy. Appreciating the importance of determining the exact 

73 The Gettier problem refers to a philosophical query posed by Edmund Gettier 
regarding the justified true belief (JTB) account of knowledge. JTB proposes 
that knowledge consists of three components, justification, truth, and belief, 
all three of which must be met to satisfy a claim of knowledge. A Gettier-type 
problem, or a Gettierized problem, proposes a counterfactual to challenge this 
proposition: it attempts to illustrate that JTB accounts of knowledge can fail if 
an individual holds a belief which, while justified and believed to be true, turns 
out to actually be false. Because of deception, it is possible that truth is hard to 
come by. A deGettierized belief, therefore, is one that has considered the Gettier 
problem and ensured that the environment in which a justified true belief is held 
is one that allows for truth. For further discussion on this point, see E.J. Coffman, 
Lenient Accounts of Warranted Assertability, in ePisTemic norms: new essays 
on acTion, BelieF, and asserTion 32, 38-41 (Clayton Littlejohn & John Turri 
eds., 2014).

74 Id. at 171.
75 Don Fallis defines cognizance with a connection between the personal fact and 

the cognizer’s belief that is sufficient for a loss of privacy. Channeling Alvin 
Goldman’s causal theory of knowledge, Fallis holds that A loses privacy about 
a personal fact p with respect to S if “the fact that p is causally connected in 
an ‘appropriate’ way with S’s believing p.” Fallis, supra note 65, at 160-61. 
Others, including Martjin Blaauw, cast an even wider net, allowing that any 
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nature of the connection between personal facts and a cognizer’s belief, the 
epistemologists of privacy have provided strong and convincing theoretical 
grounding for an argument that Posner’s bright-line threshold of sentience 
or Boyden’s and Tokson’s single brushstroke requirement of human level 
cognition are misplaced. 

Iv. uncertaIn states

What, then, can theory tell us about whether artificial cognizers can meet the 
epistemic conditions for diminished privacy? It would seem that the epistemic 
conditions — like Schrödinger’s cat — reside either dead or alive inside the 
robot’s black box. And, we don’t know which. How / Can we posit privacy 
in such uncertain states?76

In the spirit of Schrödinger, one could “set up ridiculous cases”77 that 
try to imagine what is going on inside the box. But aren’t human cognizers 
in a similar predicament? As Wittgenstein keenly observed, “[i]f God had 
looked into our minds he would not have been able to see there whom we 
were speaking of.”78 One might even say that AIs and robots are more easily 
known;79 after all, their hardware and software is built, programmed and, 
for the most part, understood. 80 Further, one can apply the epistemological 

type of epistemic relation (levels 3-8) would have privacy-impacting potential. 
Blaauw, supra note 67.

76 Eldar Haber suggests that the uncertain state of privacy is expressed in the lack 
of trust people have once their personal facts are no longer within their exclusive 
control (i.e., stored within a robot or the cloud). Because neither the robot nor a 
third-party provider can guarantee perfect security, our privacy is simultaneously 
violated and not violated once others have the potential to access our personal 
facts. While Haber believes that privacy is in a state of superimposition as soon 
as one’s personal facts are in the control of some data recipient, such a view 
would require that a perceived violation of trust is equivalent to a diminished 
state of privacy, which it is not. 

77 Schrödinger, supra note 1.
78 wiTTgensTein, supra note 14, at §217.
79 Thanks to Joelle Pineau for constantly reminding me of this point.
80 Machine learning, however, is designed to go beyond mere execution of 

preprogrammed lines of code. Instead, the process relies on pattern recognition 
algorithms and large datasets, enabling the machine to learn by example. This 
can result in far more complicated algorithms to respond to different situations 
than human programmers would assign, amplifying the existing problems of 
opacity to inscrutability: where it becomes impossible for a human to understand 
the methodology the machine has developed. For more on the problem of 
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framework set out in Part III to determine whether AIs and robots can meet 
the privacy-diminishing threshold of level 3 (and above) epistemic quality. 

Following Matheson, anyone claiming a right to privacy has a justified 
expectation of ignorance with respect to any personal facts that fall within the 
scope of the right.81 One might therefore say that privacy rights holders are 
entitled to a presumption of ignorance with respect to those personal facts.82 
On this view, the question is whether one can rebut this presumption in the 
case of an artificial cognizer. 

A. Can an Artificial Cognizer Form Reliable Beliefs about People?

As Fallis and others have suggested, Goldman’s causal theory of knowledge83 
“may be just what is needed in a theory of privacy.”84 Briefly alluded to above 
via the concept of cognizance, Goldman seeks truth-indicating properties 
in a belief by ensuring a proper connection between the cognizer’s belief 
and the personal fact that makes the belief true. According to Goldman’s 
more recent formulations, this requires the cognizer to use a reliable belief-
forming process.85 One important question therefore is whether an artificial 

inscrutability in machine learning, see Andrew D. Selbst & Solon Barocas, The 
Intuitive Appeal of Explainable Machines, 87 Fordham l. rev. (forthcoming 
2018).

81 Matheson not only asserts the duty of ignorance but extends it to a broader range 
of morally obligated epistemic activities including what he calls “an obligation 
to forget.” He ascribes this duty to humans but also to artificial entities such as 
online search engines and corporate agents. Matheson, supra note 44.

82 I intentionally shift the discourse here towards a generalized presumption of 
ignorance to avoid the seductive (but almost always unhelpful) temptation to 
frame the issue in terms of a robot’s rights and duties. While I am extremely 
sympathetic to Peter Kahn et al.’s “new ontological category hypothesis,” I do 
not think it is productive to talk in general about robots as having duties or in 
particular about a robot’s duty of ignorance. The more elegant and important 
point is that robots and AIs exist in states of non-ignorance and their epistemic 
states have serious implications for privacy.

83 Alvin Goldman, A Causal Theory of Knowing, 64 J. Phil. 357 (1967).
84 Fallis, supra note 65, at 160.
85 Goldman’s theory is paradigmatic of a particular bent of epistemology: reliabilism. 

According to Comesaña, “[t]he reliabilist theory of epistemic justification has 
become known as one of the most influential theories in recent epistemology.” 
Comesaña characterizes reliabilism as “an explanation thesis … reliability is 
what justification consists in, as opposed to a condition that is independent of 
justification.” Juan Comesaña, Reliabilism, in The rouTledge comPanion To 
ePisTemology 176-77 (Sven Bernecker & Duncan Pritchard eds., 2010).
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cognizer can form beliefs and, if so, whether it can do so through reliable 
belief-forming processes. 

Belief-forming processes are simply cognitive processes that end in the 
formation of a belief. Beliefs themselves are merely affirmations of the truth 
of propositions or dispositions to affirm the truth of propositions. For example, 
a belief that Kashmir is pregnant is simply one’s affirmation of the truth of 
that proposition. But it is how the belief was formed that is crucial here. 
The belief may be formed through a perceptual process: looking at Kashmir 
(who is, let’s say, in her fourteenth week of pregnancy), one sees her very 
noticeable baby bump and one ascertains that she is pregnant. Or the belief 
may be formed through an inferential process: without even seeing her, one 
notices that Kashmir’s shopping cart contains cocoa-butter lotion, a large duffle 
bag, zinc and magnesium supplements and a bright blue rug, and comes to 
believe (correctly it turns out) that she is pregnant. Reliable belief-forming 
can, of course, also be a combination of perceptual and inferential processes.

In either of the above examples, the cognizer could be human. But the 
cognizer could just as easily be an AI. In the first example, an AI using machine 
learning to recognize objects could easily identify a baby bump as an expectant 
belly.86 The second example is in fact drawn from Target’s actual use of an 
algorithm to market consumer goods to women the algorithm believed to be 
pregnant.87 Both examples demonstrate reliable, truth-promoting belief-forming 

86 Machine learning can analyze enormous datasets for all sorts of nonobvious 
connections. While identifying pregnant bodies has not yet been achieved, it is 
easily imaginable, in light of other emerging algorithms. A recent Stanford study 
analyzing facial images was able to predict homosexuality of test subjects with 
81% accuracy in males and 74% accuracy in females — essentially, machine 
learning “gaydar.” See Sam Levin, New AI Can Guess Whether You're Gay 
or Straight from a Photograph, The guardian (Sept. 8, 2017), https://www.
theguardian.com/technology/2017/sep/07/new-artificial-intelligence-can-tell-
whether-youre-gay-or-straight-from-a-photograph. Similarly, in a 2016 study, 
machine learning-boosted regression algorithms and logistic regression were used 
to identify 67 biomarkers for depression in large epidemiological datasets. See 
Joanna F. Dipnall et al., Fusing Data Mining, Machine Learning, and Traditional 
Statistics to Detect Biomarkers Associated with Depression, 11 Plos one (2016), 
http://journals.plos.org/plosone/article?id=10.1371/journal.pone.0148195. It is 
of course crucial to recognize that a system’s overall predictive success does 
not mitigate its serious potential for bias. See generally alex camPelo et al., ai 
now 2017 rePorT 14-20 (Andrew Selbst & Solon Barocas eds., 2017), https://
ainowinstitute.org/AI_Now_2017_Report.pdf. 

87 Kashmir Hill, How Target Figured Out a Teen Girl was Pregnant Before 
Her Father did, ForBes (Feb. 16, 2012), https://www.forbes.com/sites/
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processes of the sort required by a reliabilist theory of knowledge. They also 
demonstrate that such beliefs can be formulated by human or nonhuman 
cognizers. It makes perfect sense in both cases to say that the artificial cognizer 
has formed truth-promoting beliefs that are justified. And, in both cases, it 
is plausible to say that Kashmir’s privacy has been diminished as a result.88 

On the standard reliabilist account, it is important to recognize that what 
matters for knowledge is reliability in fact. Thus, for pure reliablists, it is not 
necessarily important to have reasons to believe that one’s belief-forming 
process is reliable. As Peter Lipton illustrates, “[t]he cat knows birds when it 
sees them, but of course can give no reason to believe that its visual system is 
a reliable bird-detector.”89 Others, such as Wilfrid Sellars, reject reliabilism in 
its pure form on the view that dumb machines — like thermometers — would 
be said to have observational knowledge when, in fact, they don’t. Sellers 
believes that a cognizer must not only be a reliable reporter but must also 
recognize that reliability by way of a capacity to connect the report with what 
it is a report of, as well as a capacity to discern the veracity or correctness of 
the report.90 This has become known as the Reflexivity Requirement (RR).91 

The stringency of RR rightly excludes dumb machines as epistemic 
cognizers, but it also has the potential to exclude children and nonhuman 
animals. This is the case even though it is evident that some young children 
know exactly when it is time for a diaper change, or that most puppies know 
exactly where the treats are kept. Consequently, other epistemologists have 
softened RR. For Robert Brandom, “observational knowledge has two plies: 
(1) it must result from the exercise of a reliable ability to respond to the 
relevant facts and (2’) the observer must know what would rationally support 

kashmirhill/2012/02/16/how-target-figured-out-a-teen-girl-was-pregnant-before-
her-father-did/#247d2b896668.

88 On the assumption that the personal fact of her being pregnant was previously 
unknown. 

89 Peter Lipton, Popper and Reliabilism, in Karl PoPPer: PhilosoPhy and ProBlems 
36 (Anthony O’Hear ed., 1995).

90 wilFrid sellars, emPiricism and The PhilosoPhy oF mind 66-75 (Richard Rorty 
& Robert Brandom eds., 1997).

91 The Reflexivity Requirement is the requirement that the person holding a 
belief know that her belief is reliable. Knowledge therefore acquires a reflexive 
component. The seminal explanation is the thermometer in the main text: it may 
well produce reliable information, but it is unable to know that its information is 
reliable. The thermometer fails the Reflexivity Requirement; therefore, it cannot 
possess knowledge. See Willem deVries, Wilfrid Sellars, sTan. encycloPedia 
Phil. (July 11, 2016), https://plato.stanford.edu/entries/sellars/.
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it and what it would be supported by.”92 Chauncey Maher has suggested that 
2’ is Brandom’s way of saying that the observer must only “have the relevant 
concepts and be in the space of reasons.”93 In other words, Brandom leaves 
open the possibility that a cognizer can know something without being able 
to articulate the reasons for it.

Still, it is true that cats, puppies, and little kids who are not yet able to supply 
beliefs about why they hold beliefs have limited abilities as cognizers. For this 
reason, there has not been much written about them in the privacy context, 
where diminishing another’s privacy usually requires more sophisticated 
epistemic activity. What about AIs and robots — do, or could, any nonhuman 
cognizers approximate RR or Brandom’s condition 2’?

v. the robots of today and tomorrow

For a couple of decades now, we have been building robots with sophisticated 
sensors, powerful processors, and effective actuators. With an increasing 
facility in pattern recognition and powered by probabilistic reasoning and 
techniques in machine learning, many of these artificial cognizers “have the 
relevant concepts” and are “in the space of reasons” required by the more 
stringent reliabilist theories of knowledge. These robots use probabilistic 
values to make decisions and use reliable belief-forming processes that meet 
Brandom’s conditions for observational knowledge discussed above. 

Consider Xavier, a robot built and programmed at Carnegie Mellon 
University, first pressed into service over 20 years ago. Xavier uses a navigation 
architecture that harnesses the partially observable Markov decision process 
(POMDP) model to develop its own beliefs about its movement, in terms of 
position and orientation. Xavier is able to “explicitly account for various forms 
of uncertainty: uncertainty in actuation, sensing and sensor data interpretation, 
uncertainty in the initial pose (position and orientation) of the robot, and 
uncertainty about the environment, such as corridor distances and blockages 
(including closed doors).”94 For comparison’s sake, imagine a human forming 

92 chauncey maher, The PiTTsBurgh school oF PhilosoPhy: sellars, mcdowell, 
Brandom 93 (2012).

93 Id.
94 See Sven Koenig & Reid G. Simmons, Xavier: A Robot Navigation Architecture 

Based on Partially Observable Markov Decision Process Models, in arTiFicial 
inTelligence and moBile roBoTs 91 (1998), https://pdfs.semanticscholar.org/66
e4/162ddee5bfd10ad6273f34f05dc03ae19101.pdf. For similar applications, see 
Aastha Nigam & Laurel D. Riek, Social Context Perception for Mobile Robots, 
Paper presented at IEEE/RSJ International Conference on Intelligent Robots and 
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a belief about whether it is safe to walk to their car alone based on a number 
of data points: the neighborhood in which it is parked, the distance from 
their current location to the car door, the level of illumination of the potential 
route, the number of other people in the vicinity, etc. In order to carry out a 
plan of getting to the car safely, a quick cognitive assemblage of these data 
points allows for an estimate of the probability of safely walking alone to the 
car.95 Similarly, robots like Xavier that employ a Markov decision process 
do not merely execute preprogrammed commands, but instead harness all of 
the available data points from their sensors and then process them through 
algorithms designed to form a belief about where they are located in space.96 
They can then actuate these estimates accordingly by carrying out a mobility 
plan.97 While Xavier does not know precisely where it is in the same way 
that a human cognizer does (i.e., it may not know or appreciate that it is in 
the kitchen), it does know its true pose and is able to continuously update its 
belief about its current pose relative to its true pose. With an ability to reckon 
and reconsider its beliefs, Xavier is never truly lost.

Robots like Xavier are already sophisticated enough to be unchained from 
the factory floor. If we continue letting robots loose into the world, we will 
need to think more carefully about the broader social implications of their 
coexistence with humans in private and public spaces. Mobilizing robots with 
increasing cognizance will not only amplify data collection problems but 
will also implicate privacy and safety, depending on how the beliefs formed 
by robots are actuated in the real world. The safety risk is well illustrated in 
the extreme worries of those who campaign against autonomous weapons. 
Campaigners recognize the danger inherent in letting robot soldiers actuate 
on beliefs about who is a suspect or combatant without meaningful human 
control.98 Comparable concerns arise if robots and AIs are permitted to actuate 

Systems (IROS) (Sept. 28 – Oct. 2, 2015); Darren Chan, Angelique Taylor & 
Laurel Reik, Faster Robot Perception Using Salient Depth Partitioning, Paper 
presented at the IEEE/RSJ International Conference on Intelligent Robots and 
Systems (IROS) (Sep. 24, 2017).

95 This excellent example was suggested to me by Katie Szilagyi. While it may be 
the case that Xavier’s POMDP does not currently seek to formulate beliefs about 
norm-infused choices such as the “safest” route, it is not difficult to imagine 
that it could. In fact, one could well imagine that, very soon, artificial cognizers 
will outperform average human cognizers at such belief-formation processes.

96 Koenig & Simmons, supra note 94, at 1.
97 Id. 
98 The debates regarding use of lethal autonomous weapons in battlespace are 

preoccupied with the level of human control in targeting and kill decisions. This 
is referred to as meaningful human control, or MHC. See Rebecca Crootof, A 
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on beliefs that they form in the law enforcement context, such as NSA’s PRISM, 
discussed above in Part II. Related concerns arise in the consumer context. It 
is uncontroversial that automated decision-making risks bias, social sorting, 
and discrimination.99 Those problems change by order of magnitude when 
robots automatically act upon their own beliefs without human oversight. Calls 
for fairness, accountability, and transparency will be rendered ineffectual if 
the response is that those decisions and their consequences don’t implicate 
privacy because there was no particular human observation or awareness. A 
single individual coexisting with an island full of law enforcement robots is 
not alone. Privacy’s presumption of ignorance is easily rebutted. Let us hope 
the presumption of innocence is not.

Of course, artificial cognizers do not have to be mobile, embodied, or armed 
to pose privacy threats on the basis of their ability to actuate beliefs that they 
have formed. Current semantic AI systems combine common sense ontological 
methods with powerful reasoning engines and natural language interfaces to 
enable the development of novel knowledge-intensive applications that are sure 
to implicate privacy, even without human participation. Systems like Cyc use 
knowledge modelling language, a vast and broad-reaching library of formally 
represented knowledge, and a powerful, efficient, and extensible inference 
engine to answer questions, draw conclusions, and solve problems.100 These 
applications cover a broad range of functionality — from answering questions 
for medical researchers, to identifying dangerous scenarios, to optimizing 
workflows, to efficient resource utilization, to intelligent decision support.101 

Because the beliefs generated by such systems can also be programmed to 
actuate on their own — i.e., to cause people to act or be treated in particular 
ways, or machines to carry out certain operations independently of human 
action, oversight, intervention, awareness or knowledge — these AIs can not 
only diminish our privacy but are in a position to violate it and cause harm. 
They can, quite literally, affect our life chances and opportunities based on 
the beliefs they have formed. 

If the history of computing continues to maintain its current exponential 
trajectory, one can only imagine that the potential risks described above will 
be greatly amplified. We can envisage a world in which there is more and more 
interaction with artificial cognizers. Not the imaginary robots of Nick Bostrom, 

Meaningful Floor for “Meaningful Human Control", 30 TemPle inT’l & comP. 
l.J. 53, 54 (2016).

99 camPelo et al., supra note 86. See also Julie Cohen, Turning Privacy Inside 
Out, 20 TheoreTical inquiries l. 1 (2019).

100 About Cyc, cycorP, http://www.cyc.com/about/ (last visited Dec. 10, 2017).
101 Id.
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Max Tegmark, or Elon Musk,102 but real robots. Machines with exquisite 
sensor capability, unfathomable facility at pattern matching, powered by AI 
truly capable of deep learning. Machines with high precision, fantastically 
sophisticated actuators. Not sentient creatures, but entities capable of acting 
upon the world with substantial autonomy and the ability to significantly affect 
the life chances and opportunities of people. As Ryan Calo has described 
them,103 they will be embodied, charged with social valence, and will behave 
in ways that are emergent — unpredictable and often inscrutable not only 
to the people interacting with them, but also to those who designed and 
programmed them. In spite of all this, they will not be sentient or conscious, 
and they will not be people. 

As I have argued in the preceding sections, even though tomorrow’s robots 
will lack these qualities, and even if they are never capable of achieving 
human-level knowledge, many artificial cognizers already meet the epistemic 
conditions of reliable belief formation and are capable of acting on those 
beliefs (without human intervention or oversight) in ways that implicate 
privacy. Consequently, it is my contention that legal theory and doctrine 
will have to expand their understanding of privacy relationships to include 
robots and AIs that meet these epistemic conditions. Such machines are no 
longer ignorant. They possess epistemic qualities that force us to rethink our 
understanding of privacy relationships.

vI. relatIonal robots

Having considered robots and AIs from the perspective of epistemic privacy, 
we can now begin to see more clearly how and why artificial cognizers are 
becoming inextricably intertwined in the dense network of relationships in 
which many of us live. This will take on even greater significance if social 
and collaborative robots flourish. 

Social and collaborative robots are an important frontier for human-robot 
interactions. Collaborative robots are used primarily in industrial settings, 
employed alongside human coworkers and registering their presence while 
collaborating and completing tasks. The rationale for introducing collaborative 

102 See generally BosTrom, supra note 5; max TegmarK, liFe 3.0: Being human in 
The age oF arTiFicial inTelligence (2017); Maureen Dowd, Elon Musk’s Billion 
Dollar Crusade to Stop the A.I. Apocalypse, vaniTy Fair (Apr. 2017), https://
www.vanityfair.com/news/2017/03/elon-musk-billion-dollar-crusade-to-stop-
ai-space-x.

103 Ryan Calo, Robotics and the Lessons of Cyberlaw, 103 caliF. l. rev. 513 
(2015).
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robots to the workplace is that, in some situations, humans and bots, working 
together, will be able to accomplish more than either would working alone. 
Social robots (which can also be collaborative) are specifically designed and 
programmed to project social behavior. This is in part accomplished through 
“anthropomorphic design” — the art and science of building robots that 
project human features and reactions. Imbuing human qualities in machines 
adds the complexity of empathy and social interaction to preexisting issues 
of privacy, as robotic sensors collect, store and process data in ways that are 
rendered invisible. Although designing bots to appear human can augment trust 
and increase uptake in their use, these added complexities challenge current 
models of privacy protection and a range of related privacy values.104 For 
example, anthropomorphic design may be used to impact a robot’s perceived 
epistemic status. We can imagine dumbing-down a robot in order to obscure 
its actual epistemic capacities, so that those interacting with it are unaware 
of the actual privacy risks (e.g., some next generation Hello Barbie). One 
can likewise imagine using anthropomorphic design to amplify a robot’s 
perceived epistemic capabilities to make people feel as though they are under 
surveillance (e.g., Elf on a Shelf).105 Of course, the very same techniques can 
be used to invoke a sense of trust,106 or a desire to help the robot. 

Consider hitchBOT, the Canadian hitchhiking robot designed to travel 
the world dependent on the kindness of strangers. Fueled by an entirely 
manipulated altruism, hitchBOT’s extensive travels were intriguing in many 

104 Ian R. Kerr, Bots, Babes, and the Californication of Commerce, 1 u. oTTawa 
l. & Tech. J. 285 (2004).

105 I owe this important point to Alon Jasper and a related one to Eldar Haber. Jasper 
and I agree that we recreate the gaze of surveillance in private spheres when we 
invite such robots into our homes and (un)willingly anthropomorphize them. 
With Haber and Jasper, I also agree that there are potential privacy implications 
with or without disclosure by the robot to third parties (including disclosure 
to other robots). These scenarios illustrate and partially explain our perceived 
privacy violations. However, in my view, current robots such as Hello Barbie, 
Elf on the Shelf, and Alexa do not diminish our privacy without disclosure to 
more sophisticated cognizers since these machines are incapable of forming 
beliefs or higher-level epistemic states. 

106 Consequently, as Mireille Hildebrandt and Eldar Haber have suggested, 
epistemological considerations of privacy merit discussions about trust and 
trustworthiness. A trustworthy AI could conceivably collect, use, or disclose our 
personal information in ways that ensure no violations of our privacy expectations. 
This invites the possibility that AIs need not (or would not) infringe privacy or 
generate privacy harms. While these are important considerations, as mentioned 
previously, this article does not delve into such normative questions.
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respects. Its social programming, combined with its sleek technological design, 
mirrored human behavior in important ways. At the same time, hitchBOT 
also possessed advanced data-gathering capabilities. When hitchBOT was 
brutally vandalized in its travels across the continental United States — all 
of which was captured by the robot’s sensors — its demise raised questions 
about crimes against robots, privacy and surveillance, human empathy, and 
whether robots deserve the same empathy given their designed proximity 
to humankind. The continued enhancement and complexity of human-robot 
relations will surely contribute further to the density and intensity of our network 
of relationships, which will doubtlessly contain people, smart technologies, 
and even smarter robots. 

Such developments will demand a careful elaboration of relational privacy 
as theorized by Nedelsky, Cohen, and Hargreaves. As I have suggested, we 
will need to (re)configure not only the networked self, but also the networked 
other. More likely, we will need an entire relational account of robots107 — of 
the sort that other scholars have diligently carried out with animals.108 Although 
a comprehensive relational account of robots is not my present aim, I do hope 
this article provides at least the first footnote in the recognition that a theory 
of relational privacy must count robots and AIs as integral to the configuration 
of the networked other. 

vII. schrödInger’s robot

The steel chamber sits off in the distance, the robot still penned inside. 
Despite my desired fidelity to Schrödinger’s fantastic thought experiment, I 

am unwilling to go to quite the same lengths to stack the deck. As he brilliantly 
concocts the example, Schrödinger’s cat, a strange biological sensor, is both 
dead and alive until the moment of the grand reveal. But once the box is cut 
away, a very awkward binary animates its biology (or not, as the case may 

107 Thank you to Steven Bero for reinforcing this point.
108 See generally Maneesha Deckha, Critical Animal Studies and Animal Law, 

18 animal l. 207 (2012); sue donaldson & will KymlicKa, zooPolis: a 
PoliTical Theory oF animal righTs (2011); donna J. haraway, when sPecies 
meeT (2007). Although my epistemic analysis crudely lumps robots and animals 
together as nonhuman cognizers, there is a noteworthy difference between them 
as it concerns relational theory. The purpose of investigating the relationality of 
robots is not to adduce how to treat nonhuman cognizers (as is the case when 
relational theory is applied to animal ethics). The goal of developing a relational 
theory of robots is in fact to better understand human ethics, including the moral 
right to privacy. 
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be): the cat can be only one of dead or alive. Conversely, as I have tried to 
demonstrate throughout this Article, the epistemic qualities of an AI-driven 
robot are non-binary. As much as Judge Posner and others would prefer a 
simple privacy solution triggered by the threshold of human sentience, privacy, 
much like the epistemic relations between facts and cognizers (whether human 
or artificial), is a degree concept. 

What then of the theoretical basis for legal doctrine which assumes human 
sentience as its threshold?

Our accepted theories of knowledge make it quite clear that much weaker 
epistemic states can indeed impact privacy. If privacy requires some degree 
of ignorance, it is not clear that the conditions for privacy are possible in an 
unregulated world populated by sophisticated artificial cognizers. This is true 
even if the robot never escapes Schrödinger’s steel chamber to disclose its 
epistemic findings to humans. So long as an artificial cognizer can actuate 
from inside the box in ways that affect the outside world, privacy and other 
risks are imminent. 

In this Article, I have examined epistemic privacy’s notion of a duty of 
ignorance through a relational lens, plucking from its wisdom a presumption 
of ignorance as a heuristic for our increasingly complex web of relationships. I 
have argued that robots and AIs disturb that presumption in epistemologically 
significant ways. Legal presumptions — for example, the presumption of 
innocence — form the cornerstone of our legal system. Although we often 
think about the presumption of innocence as a narrow set of distinct procedural 
safeguards enshrined in law, social theorists including Ericson and Gandy have 
rightly taught us that we can also understand this presumption as a broader 
moral claim.109 Its broad aim is to provide fair and equal treatment to all by 
setting boundaries around the kinds of assumptions and beliefs that can and 
cannot be made about people.

I have suggested that a presumption of ignorance is a useful heuristic for 
thinking about robots and AIs. Rather than ask whether the robot is sentient, 
conscious, or has rights, I contend that it is far more useful to recognize 
and refine the precise epistemic conditions that implicate privacy. Having 
done so, it seems clear that privacy theory and doctrine must be expanded 
to incorporate a dense network of relationships that includes robots and AIs. 

109 Ian Kerr, Prediction, Preemption, Presumption: The Path of Law After the 
Computational Turn, in Privacy, due Process and The comPuTaTional Turn: 
The PhilosoPhy oF law 91 (Mireille Hildebrandt & Katja de Vries eds., 2013); 
Ian Kerr & Jessica Earle, Prediction, Preemption, Presumption: How Big Data 
Threatens Big Picture Privacy, 66 sTan. l. rev. online 65 (2013).
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